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 a b s t r a c t

Accurate and fast prediction of transient temperature fields in MIG/MAG welding is essential for process qual-
ification and weld integrity, yet high fidelity mesh-based simulations can become computationally expensive 
for fully transient 3D problems with moving heat sources. To circumvent these computational bottlenecks, this 
study delineates an advanced simulation architecture founded upon Physics-Informed Neural Networks (PINNs). 
This paradigm shifts the solution strategy from mesh-based integration to physics-constrained optimization, en-
suring thermodynamic consistency while significantly accelerating time-to-solution. The proposed architecture 
directly assimilates the partial differential equation governing three-dimensional transient heat conduction, in-
corporating a dynamic Gaussian volumetric energy source, into the network’s objective function. Consequently, 
the training process minimizes the residuals of the governing physics, constraining the predicted manifold to 
satisfy Fourier’s law of conduction without the necessity for spatial discretization. Empirical validation against 
previously published bead-on-plate experiments on 6061-T6 aluminum alloy substrates confirms the model’s 
fidelity. The framework successfully reproduces complex transient thermal profiles, yielding a minimized 𝑙2 er-
ror metric of 2.28 K, demonstrating robust agreement with thermocouple telemetry. Furthermore, a systematic 
hyperparameter study was conducted, as PINN performance is highly sensitive to parameter choices. Finally, 
this study identified an optimal configuration that balances predictive accuracy with computational cost. No-
tably, the optimized hyperparameters facilitate model convergence in approximately 14 min utilizing a single 
consumer-grade graphics processing unit. This efficiency establishes the PINN framework as a viable engine for 
real-time digital twinning and rapid iterative design in high-throughput manufacturing environments.

1.  Introduction

Metal inert gas (MIG) and metal active gas (MAG) welding are crit-
ical manufacturing processes, favored for their high feeding rates and 
productivity [1–3], even when compared to advanced variants of arc [4] 
and laser processes [5]. However, this productivity introduces complex 
thermo-mechanical phenomena. The rapid heating and cooling cycles 
induce residual stresses and microstructural transformations that define 
the component’s service life. Consequently, predicting the spatiotempo-
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ral thermal history of a weldment is a critical requirement for process 
certification and quality assurance.

Historically, simulating these thermal fields has relied on mesh-
based numerical methods, such as the finite element method (FEM) and 
finite volume method (FVM). While effective for analyzing weld pool dy-
namics [6,7], these approaches are constrained by spatial discretization. 
Resolving the steep temperature gradients of a moving arc requires high 
mesh density, resulting in systems with millions of degrees of freedom. 
This renders transient 3D simulations computationally prohibitive for 
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real-time applications or digital twin development, particularly given 
the non-linear scaling of computational costs with the fine time steps 
required to capture rapid heat source dynamics.

To address these limitations, scientific machine learning (SciML) of-
fers a paradigm shift: using neural networks not merely as data interpo-
lators, but as functional approximators of differential equations. Physics-
informed neural networks (PINNs) exemplify this approach [8]. Unlike 
traditional deep learning, which relies solely on labeled data, PINNs em-
bed governing physical laws, such as energy conservation–directly into 
the loss function. By using automatic differentiation to compute deriva-
tives without truncation errors, PINNs provide a mesh-free solution ad-
vantageous for high-dimensional domains and moving boundaries [9].

The application of machine learning to welding and additive man-
ufacturing (AM) has grown rapidly. Recent studies have utilized stan-
dard artificial neural networks and hybrid models as surrogates to re-
duce reliance on experimental trials. For instance, Rawa et al. [10] 
optimized laser welding parameters for dissimilar steels using neural 
networks, while [11] integrated Gaussian processes to predict deep-
penetration laser welding thresholds. In the domain of solid-phase pro-
cessing, King et al. [12] developed neural networks for temperature pre-
diction in shear assisted process extrusion, and [13] achieved rapid tem-
perature profiling in laser powder-bed fusion using feed-forward net-
works trained on FEM data. These works, along with hybrid frameworks 
for direct metal deposition [14], demonstrate the utility of machine 
learning in optimizing thermal behavior with high computational ef-
ficiency.

Within the specific niche of physically guided learning, Li et al. [15] 
introduced a PINN framework for 3D temperature fields in laser metal 
deposition, incorporating temperature-dependent properties to achieve 
accuracy comparable to FEM but with superior efficiency. This trend 
is further supported by [16], who reviewed physics informed machine 
learning in metal additive manufacturing, highlighting its potential for 
real-time responsiveness. However, a distinct gap remains in the litera-
ture: while PINNs have been applied to laser-based [17,18] and additive 
[19,20] processes, their application to the specific physics of MIG weld-
ing remains not well studied.

MIG welding differs fundamentally from the processes currently ad-
dressed in PINN literature. Unlike layer-wise additive manufacturing, 
which involves rapid, cyclic heating of small melt pools, MIG welding 
involves continuous, high-energy input into a massive substrate. This 
generates long-range heat diffusion and stiff temperature gradients with-
out the thermal “reset" inherent in multi-layer AM. Furthermore, while 
laser welding is typically modeled with surface fluxes (Neumann bound-
ary conditions), MIG welding relies on a consumable electrode best rep-
resented by volumetric heat sources (e.g., Gaussian or Goldak distri-
butions). This presents a non-trivial mathematical challenge for PINNs: 
the network must resolve internal heat generation terms that move con-
tinuously through the 3D domain. Standard collocation methods often 
struggle to track such moving sources, leading to convergence toward 
trivial solutions where PDE residuals are minimized via negligible tem-
perature variation.

Addressing these challenges aligns with the growing need for sus-
tainable manufacturing. As highlighted by [21], sustainability in weld-
ing requires minimizing energy-intensive experimental trials. By embed-
ding physical constraints, PINNs can provide accurate predictions with 
minimal experimental validation, reducing material waste and energy 
consumption.

In this sense, this work presents a PINN-based framework for the full-
scale 3D thermal simulation of MIG welding, specifically addressing the 
challenge of reconstructing transient thermal fields from sparse experi-
mental data. Distinct from existing studies that predominantly validate 
against dense synthetic data generated by finite element analysis [22], 
effectively performing model distillation, this approach bridges the ‘sim-
to-real’ gap by assimilating sparse signals from physical thermocouples. 
By embedding the transient heat conduction equation and a moving vol-
umetric Gaussian heat source directly into the training framework, the 

proposed model captures the continuous propagation of high-intensity 
heat throughout a large domain. The validation demonstrates that the 
framework can accurately reconstruct full 3D fields from limited sen-
sor inputs, achieving computational efficiency comparable to surrogates 
used in other manufacturing sectors without relying on the perfect field 
knowledge assumed in synthetic data studies.

2.  Methods

2.1.  Physics-informed neural networks (PINNs)

PINNs have gained significant traction in the literature for embed-
ding physical laws directly into neural network frameworks. This ap-
proach enables the resolution of initial-boundary value problems gov-
erned by partial differential equations (PDEs) ([8]). Within the PINN 
framework, the governing equations, initial conditions, and boundary 
conditions are integrated into the loss function, driving the model to 
approximate solutions that align with these constraints.

A general initial-boundary value problem involving a PDE can be 
described over a spatial domain Ω and a temporal domain Γ, as follows:
[𝑢(𝒙, 𝑡)] = 𝑓 (𝒙, 𝑡), 𝒙 ∈ Ω, 𝑡 ∈ Γ, (1)

𝑢(𝒙, 0) = 𝑢0(𝒙), 𝒙 ∈ Ω, (2)

𝑢(𝒙, 𝑡) = 𝑔(𝒙, 𝑡), 𝒙 ∈ 𝜕Ω, 𝑡 ∈ Γ, (3)

where  is the differential operator, 𝑢(𝒙, 𝑡) is the unknown function, 
𝑓 (𝒙, 𝑡) represents the source term, 𝑢0(𝒙) specifies the initial condition, 
and 𝑔(𝒙, 𝑡) defines the boundary conditions on 𝜕Ω.

PINNs estimate the solution 𝑢̂ ≈ 𝑢 by minimizing the residuals of the 
PDE and associated conditions. These residuals contribute to three main 
loss terms: pde, ic, and bc, which correspond, respectively, to the 
accuracy of the solution in the domain, at the initial conditions, and 
along the boundaries:

pde(𝜃) =
1
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where 𝜃 are the neural network’s parameters, and 𝑁pde, 𝑁ic, and 𝑁bc
denote the number of collocation points used for the domain, initial, 
and boundary conditions, respectively.

The overall loss function  combines these components, typically as 
a weighted sum:
(𝜃) = 𝜆pdepde(𝜃) + 𝜆icic(𝜃) + 𝜆bcbc(𝜃) (7)

where 𝜆pde, 𝜆ic, and 𝜆bc are weighting coefficients that serve to balance 
the disparate magnitudes of the loss terms. While these hyperparameters 
can be updated dynamically using adaptive algorithms (e.g., [23–25]), 
the present study employs a static weighting strategy to isolate the base-
line performance of the architecture. We explicitly set all coefficients 
to unity (𝜆pde = 𝜆ic = 𝜆bc = 1) and maintain them fixed throughout the 
entire optimization process, without the use of annealing schedules or 
gradient balancing techniques. Training the PINN involves minimizing 
(𝜃) to optimize the neural network parameters 𝜃, ensuring that the 
predicted solution 𝑢̂(𝒙, 𝑡; 𝜃) satisfies the governing PDE and associated 
conditions. This optimization is expressed as:
𝜃∗ = argmin

𝜃
(𝜃) (8)

where 𝜃∗ denotes the optimal parameter set that provides the approxi-
mate solution 𝑢̂ ≈ 𝑢.

Gradient-based optimization methods, such as [26], are commonly 
used to solve this minimization problem. During training, the gradients 
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of the loss function with respect to 𝜃 are calculated using automatic 
differentiation, enabling efficient and accurate updates to the network 
parameters.

2.1.1.  Governing equations
In MIG/MAG welding, heat transfer is governed by the transient 

three-dimensional heat conduction equation, incorporating a moving 
heat source that represents the welding arch. The governing equation 
can be written as:
𝜌𝑐𝑝

𝜕𝑇
𝜕𝑡

= ∇ ⋅ (𝑘∇𝑇 ) +𝑄(𝒙, 𝑡), 𝒙 ∈ Ω ⊂ ℝ3, 𝑡 ∈ [0, 𝑡𝑓 ] (9)

where 𝒙 = (𝑥, 𝑦, 𝑧)⊤ is the position vector, Ω is the spatial domain, 𝑇  is 
the temperature field, 𝜌 is the material density, 𝑐𝑝 is the specific heat 
capacity, 𝑘 is the thermal conductivity, and 𝑄(𝒙, 𝑡) represents the heat 
input from the welding source per unit volume. This equation is em-
bedded as a strong constraint within the PINN framework via a physics-
based loss term, pde, ensuring that predictions adhere to the governing 
laws of heat conduction.

The heat source 𝑄(𝒙, 𝑡) is typically modeled as a Gaussian distribu-
tion centered at the instantaneous position of the welding torch:

𝑄(𝒙, 𝑡) = 𝑄0 exp

(

− 𝑟2

𝑟20

)

(10)

where 𝑄0 denotes the maximum volumetric heat gen-
eration rate (W/m3) at the center of the Gaussian, 𝑟 =
√

(𝑥 − 𝑥𝑠)2 + (𝑦 − 𝑦𝑠)2 + (𝑧 − 𝑧𝑠)2 is the radial distance from the 
moving focus (𝑥𝑠, 𝑦𝑠, 𝑧𝑠), and 𝑟0 is a characteristic radius of the Gaussian 
distribution.

Specific boundary conditions (e.g., Neumann, Dirichlet, Robin, etc) 
are needed to ensure an accurate definition of heat flow and tempera-
ture distribution in the domain, consistent with the Gaussian heat source 
model and the physical constraints of the MIG/MAG welding process. 
For the present study, the above-mentioned volumetric Gaussian heat 
source was used. Details about the boundary conditions will be pre-
sented in Section 4.

2.1.2.  Thermal modeling with PINNs
The proposed framework for modeling MIG/MAG welding employs 

PINNs combined with physics-based constraints and optionally aug-
mented by data-driven loss functions. This methodology integrates fun-
damental physical laws with experimental data to predict the thermal 
behavior during the welding process, capturing the spatiotemporal tem-
perature distributions characteristic of the welding processes.

To effectively capture the contributions of different physical equa-
tions within the loss function, the residual terms of Eqs. (4)–(6) are re-
formulated as follows, where 𝑇 (𝒙, 𝑡) represents the model’s predicted 
temperature output.
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To enhance the model’s accuracy, a data-driven loss term, data, can 
be incorporated alongside the physics-based loss. This term uses exper-
imental temperature data to refine predictions in regions where empir-
ical insights are available:

data(𝜃) =
1

𝑁obs

𝑁obs
∑

𝑖=1

‖

‖

‖

𝑇 (𝒙𝑖obs, 𝑡
𝑖
obs) − 𝑇 𝑖

obs
‖

‖

‖

2
(14)

where 𝑁obs denotes the number of observation points, and 𝑇obs repre-
sents the measured temperatures.

Accurately solving the heat equation also requires enforcing bound-
ary and initial conditions, which are incorporated as additional loss 
terms:

• Initial condition loss (ic) ensures that the model’s predicted temper-
ature field aligns with the specified initial temperature distribution.

• Boundary condition loss (bc) enforces correct heat fluxes or tem-
perature values at the domain boundaries.

The total loss function combines these terms, balancing the contri-
butions of physics-based and data-driven components:
 = 𝜆pdepde + 𝜆icic + 𝜆bcbc + 𝜆datadata (15)

where 𝜆pde, 𝜆ic, 𝜆bc, 𝜆data are weighting coefficients that regulate the in-
fluence of each loss term on the overall optimization process. By em-
bedding physical principles and incorporating experimental data, the 
framework effectively captures the complex heat transfer phenomena 
that are central to the welding process.

Fig. 1 illustrates the architecture of the PINN model. The PINN is 
trained by minimizing a weighted sum of mean-squared errors. The in-
puts consist of spatial coordinates, 𝒙, and the temporal feature 𝑡, which 
align with the variables used in the governing partial differential equa-
tions. The output of the model is the predicted temperature field 𝑇 . 
Automatic differentiation [27] is used to compute the first- and second-
order derivatives of 𝑇  with respect to 𝒙 and 𝑡. These derivatives are then 
incorporated into the loss function to evaluate the physical losses dur-
ing backpropagation. Material properties, process variables, and weld-
ing parameters are treated as known physical constants that enter the 
governing equations and boundary conditions; they are not hyperpa-
rameters of the PINN. The model hyperparameters refer to the network 
architecture and training settings (e.g., number of layers/neurons, acti-
vation function, learning rate, and loss weights).

In real-world manufacturing, factors such as work piece size, deposi-
tion time, and melt pool temperature vary significantly across physical 
scales. For instance, spatial features are often in the millimeter range, 
while the melt pool peak temperature can exceed 1000 K. Directly us-
ing the raw physical inputs for the model is impractical, as the magni-
tude disparity between spatial gradients and temperature gradients can 
destabilize training and hinder convergence.

To address this, the network input is explicitly formulated as a tensor 
𝐗 ∈ ℝ𝑁×4, rather than a discretized grid. This input tensor represents 
a batch of spatiotemporal coordinates 𝐗 = {(𝒙𝑖, 𝑡𝑖)}𝑁𝑖=1, where 𝑁 is the 
batch size combining both collocation and experimental data points. 
Before passing this tensor to the network, a scaling method is applied to 
map these values to a normalized range of [0, 1]. This approach adjusts 
the spatial coordinates, time steps, and temperature by multiplying them 
with appropriate scaling coefficients 𝑘. After rescaling from (𝒙, 𝑡) → 𝑇
to the dimensionless space (𝒙′, 𝑡′) → 𝑇 ′, the original residual term from 
Eq. (11) is reformulated as:
𝒙′ = 𝑘𝑥𝒙, (16)

𝑡′ = 𝑘𝑡𝑡, (17)

𝑇 ′ = 𝑘𝑇 𝑇 , (18)
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. (19)

The data processing pipeline begins by providing raw time-series 
from four thermocouples, where temperatures are converted to Kelvin 
and temporally aligned to 𝑡 = 0 without applying downsampling or out-
lier removal. Supervision pairs are formed by mapping spatiotemporal 
coordinates to measured temperatures, with all probes located at the 
geometric centerline but positioned at varying depths (𝑧 = 0.026–0.035
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Fig. 1. Physics informed neural network model architecture.

m). The modeling framework integrates this data by defining a neural 
network architecture 𝜃 which approximates the temperature 𝑇 (𝒙, 𝑡). 
Rather than employing a traditional train-test split, the entire exper-
imental dataset acts as sparse ground-truth supervision alongside the 
physical constraints–including the partial differential equation, the heat 
source, and boundary/initial conditions. A composite loss function is de-
fined to guide the training process, comprising: pde, which enforces the 
heat equation by penalizing deviations of the PDE residual at randomly 
sampled collocation points; bc and ic, which incorporate boundary 
and initial conditions; and data, which ensures agreement with the ex-
perimental measurements. The neural network is trained by minimizing 
the total loss  using gradient-based optimization methods, with gra-
dients computed via automatic differentiation. Upon completion, the 
trained network 𝜃 serves as a surrogate model for the temperature 
distribution 𝑇 (𝒙, 𝑡), satisfying both physics-based and data-driven con-
straints. An outline of the pseudocode used in this work is shown in 
Algorithm 1.

Algorithm 1 PINN pseudocode for a 3D heat equation with a moving 
heat source.
1: Input: Neural network architecture 𝜃 with trainable parameters 𝜃
2: Given:

• Physical domain: (𝒙, 𝑡)
• Partial differential equation: 𝜌𝑐𝑝 𝜕𝑇

𝜕𝑡 = ∇ ⋅ (𝑘∇𝑇 ) +𝑄(𝒙, 𝑡)

• Heat source 𝑄(𝒙, 𝑡): Moving Gaussian
• Experimental data: {𝑥𝑖, 𝑦𝑖, 𝑧𝑖, 𝑡𝑖, 𝑇exp,𝑖}

𝑁exp
𝑖=1

• Boundary and initial conditions
3: Normalize all input data (𝑥, 𝑦, 𝑧, 𝑡, 𝑇 )
4: Define the total loss function:

 = pde + bc + ic + data (20)

5: Initialize 𝜃 ← Random Initialization
6: while not converged do
7:  Compute predictions 𝑢𝜃 using 𝜃(𝒙, 𝑡)
8:  Compute gradients 𝜕𝑇𝜃𝜕𝑡 , 

𝜕2𝑇𝜃
𝜕𝑥2

, 𝜕2𝑇𝜃
𝜕𝑦2

, and 𝜕2𝑇𝜃
𝜕𝑧2

 using automatic dif-
ferentiation

9:  Evaluate pde, bc, ic, and data
10:  Compute total loss 
11:  Update parameters 𝜃 ← 𝜃 − 𝜂∇𝜃 using a gradient-based opti-

mizer
12: end while
13: Output: Trained network 𝜃 approximating 𝑇 (𝒙, 𝑡)

Table 1 
Welding parameters used by [28].
 Parameter  Value
 Voltage (V)  23.1
 Current (A)  167
 Travel speed (mm/s)  16.5
 Wire feed speed (mm/s)  124.9
 Wire diameter (mm)  1.2
 Gas flow (L/min)  14.16
 CTWD1 (mm)  18

1Contact tip-to-workpiece distance.

In order to facilitate the training of the PINN and improve its conver-
gence properties, the governing equations are rendered dimensionless. 
By solving the problem in this dimensionless space, the PINN training 
is more stable and general, and the final results can be rescaled back to 
the original physical units once the solution is obtained.

3.  Experimental procedure

In order to validate the PINN modeling and perform additional tests, 
experimental data of [28] were used. In this experiment, the tempera-
ture evolution is investigated by four thermocouples located at the mid-
length of the weld line. Fig. 2 show the sample dimensions, weld line 
and thermocouple locations.

Champagne and Pham[28] experimental test was conducted using 
a DX-100 Yaskawa robot and a Fronius TransPuls Synergic 4000 power 
source, performing bead-on-plate welds with the MIG process and Ar-
gon shielding gas. The samples, made of cold-rolled 6061-T6 aluminum 
(150mm × 9.5mm × 38mm), were mounted vertically to minimize arc 
radiation effects on the thermocouples. These thermocouples were spot-
welded along the sides of the samples at varying distances from the weld 
line to record temperatures near the weld bead. Four 0.5mm diameter 
type-K thermocouples, connected to a Graphtec GL220 data acquisition 
module, recorded temperature data at a rate of 10 readings per second. 
The welding parameters and thermal properties of 6061-T6 alloy are 
given in Tables 1 and 2, respectively and were used as inputs for the 
PINN. For the sake of simplicity, the heat process will be modeled using 
a moving Gaussian heat source described in Section 2.1.1, and only the 
heat transfer process will be evaluated in the present investigation.

4.  Numerical procedure and framework

An in-house code, named WelPhys AI (an acronym for Weld-
ing Physics Artificial Intelligence), was developed specifically for the 
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Fig. 2. Sample dimensions, weld line and thermocouple locations. Adapted from [28].

Table 2 
Thermal properties of 6061-T6 alloy.
 Property  Value
 Thermal conductivity (W/mK)  167
 Specific heat capacity (J/kgK)  896
 Density (kg/m3)  2700
 Melting Point (°C)  650

present study. WelPhys AI is a Python-based framework that employs 
physics-informed neural networks (PINNs) to solve the transient heat 
conduction equation associated with a moving heat source, making it 
particularly suitable for modeling thermal phenomena in MIG/MAG 
welding. In its current implementation, the framework supports fully 
three-dimensional, transient simulations, enabling the prediction of the 
spatial and temporal evolution of temperature fields.

The framework is formulated to support Dirichlet, Neumann, and 
Robin boundary conditions in a general manner; however, only con-
vective (Robin-type) boundary conditions were applied in the present 
study to ensure consistency with the experimental setup. The convec-
tive heat transfer coefficient and ambient temperature adopted in the 
simulations were ℎ = 15.0 Wm−2K−1 and 𝑇∞ = 295.15 K, respectively. 
Initial conditions were uniformly prescribed over the entire computa-
tional domain. GPU acceleration was implemented using the PyTorch 
deep learning library, enabling efficient training through optimization 
of a composite loss function that enforces the governing physics, bound-
ary conditions, and available data. All simulations were trained on an 
ASUS TUF Gaming GeForce RTXTM 4090 GPU (10,496 CUDA cores and 
24 GB of GDDR6X memory).

This framework builds on the WelPhys Thermal solver (validated for 
gas metal arc welding-based processes [2,7,29] and wire arc additive 
manufacturing [30]), which employs the classical finite-volume method 
to solve the governing heat equation while enforcing thermal energy 
conservation. After completing the PINN validation against experimen-
tal measurements, we additionally benchmark the trained PINN against 
WelPhys Thermal to quantify computational efficiency. Including time-
to-solution, thereby providing a direct comparison with a state-of-the-
art, high-fidelity FVM baseline.

5.  Results and discussion

5.1.  Validation of the PINN

To validate the proposed PINN, the training process was conducted 
over 60,000 epochs using the Adam optimizer ([31]) with a learning 
rate of 1 × 10−3. To enhance convergence, a learning rate scheduler was 

employed, reducing the learning rate by a factor of 0.5 when the loss 
plateaued for 100 consecutive epochs. Additionally, gradient clipping 
was applied with a maximum norm of 1.0 to prevent instability due to 
exploding gradients. The PINN fully connected architecture consisted 
of four layers with a structure of [4, 100, 100, 1], where the input 
layer received four normalized variables (time and spatial coordinates), 
two hidden layers contained 100 neurons each with hyperbolic tangent 
(tanh) activation functions, and the output layer predicted the normal-
ized temperature field. All layers were fully connected. Weights and bi-
ases were initialized per PyTorch defaults (Kaiming uniform for weights; 
uniform bias).

The discretization of the computational domain was performed using 
Latin Hypercube Sampling (LHS) [32], a stratified sampling strategy se-
lected to ensure a space-filling distribution with minimal clustering. The 
training dataset consists of fixed point counts for each loss component: 
𝑁𝑖𝑐 = 1, 000 points sampled at 𝑡 = 0 for initial conditions; 𝑁𝑏𝑐 = 10, 000
points sampled from the domain surfaces for boundary conditions; and 
𝑁𝑝𝑑𝑒 = 20, 000 interior collocation points for enforcing the governing 
partial differential equation. To rigorously assess model robustness and 
mitigate the stochastic influence of neural network weight initializa-
tion, the training process was repeated 5 times using distinct random 
seeds. The model exhibited high stability across these independent runs, 
achieving a mean 𝑙2 error of 4.21 K with a standard deviation of 𝜎 = 0.27
K. This statistical consistency confirms that the reported accuracy is a 
fundamental characteristic of the proposed architecture rather than an 
artifact of a “lucky" initialization.

The LHS method is applied globally across the domain without ad-
ditional residual-based adaptive refinement or heuristic oversampling 
near the moving heat source. Furthermore, labeled experimental data 
from thermocouples at four distinct spatial locations were incorporated 
into the training process. These measurements, preprocessed through 
normalization and rescaling, were used to enhance model accuracy by 
directly minimizing the discrepancy between predicted and observed 
temperature values.

The training loss history for the PINN model is depicted in Fig. 3. The 
total loss (blue curve) exhibits a consistent downward trend through-
out the 60,000 training epochs, demonstrating effective convergence. 
Initially, the total loss starts at approximately 100 and progressively 
decreases by more than an order of magnitude, stabilizing near 10−2. 
The periodic spikes observed in the loss curves correspond to learn-
ing rate adjustments triggered by the learning rate scheduler, which 
ensures continued optimization by reducing the learning rate when the 
loss plateaus. This strategy effectively prevents stagnation and promotes 
further refinement of the model’s predictive capabilities.

A breakdown of individual loss components reveals distinct con-
vergence behaviors for each term, which are closely related to the
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Fig. 3. Training loss of the PINN model.

governing physics of heat transfer in MIG welding. The initial condi-
tion loss (orange curve) rapidly declines within the first few thousand 
epochs, reaching a near-steady state below 10−3. This indicates that the 
model efficiently captures the initial thermal conditions of the welded 
plate before the arc initiates. The boundary condition loss (green curve) 
follows a more gradual decrease, reflecting the model’s adaptation to 
thermal boundary constraints, such as convective heat losses at the 
metal surface. The physics-based loss associated with the governing par-
tial differential equation (red curve) mirrors the total loss behavior. This 
loss component is critical in MIG welding simulations, as it ensures that 
the temperature field correctly responds to the dynamic energy input 
from the arc and the conduction-dominated cooling process in the metal 
substrate. This suggests that enforcing the PDE residual is a key factor 
in driving the network’s learning dynamics.

The data loss (purple curve), which quantifies the discrepancy be-
tween the predicted and experimental temperature values, also de-
creases steadily, confirming the positive impact of incorporating ther-
mocouple data into the training process. In the early training stages, the 
data loss exhibits fluctuations, reflecting the model’s adjustment to the 
non-uniform temperature gradients characteristic of the welding. These 
gradients arise due to the localized and intense heat input from the arc. 
Over time, the smooth decline in this loss term highlights the model’s 
ability to assimilate real-world temperature measurements while pre-
serving physical consistency. The final loss values across all components 
suggest that the trained PINN successfully captures the transient heat 
dynamics of MIG welding.

Fig. 4 illustrates the PINN predictions compared to experimental data 
at four thermocouple locations (TC1 - Fig. 4a, TC2 - Fig. 4b, TC3 - 
Fig. 4c, and TC4 - Fig. 4d), as well as the corresponding absolute er-
ror and 𝓁2 norm for each probe. In all cases, the temperature profile 
increases sharply as the welding arc approaches the thermocouple lo-
cation and decreases once the arc moves away, reflecting the transient 
nature of the heat process. The peak temperature values, timing of the 
temperature rise, and subsequent cooling phases align well with the ex-
perimental measurements, reinforcing the model’s capability to capture 
the main physical phenomena of a moving heat source.

The absolute error curves show that the largest deviations occur near 
the peak-temperature interval. This is consistent with the strongly lo-
calized and nonlinear nature of the arc heat input, which produces very 
steep thermal gradients in the molten pool and adjacent solid mate-
rial. Elevated discrepancies around the peak are therefore physically 
expected, since this regime is most sensitive to effects not represented 
in the present model, such as latent heat of fusion, Marangoni-driven 
convection within the weld pool, and strongly temperature-dependent 

thermophysical properties. Even under these rapid transients, the PINN 
maintains satisfactory accuracy, with errors typically staying below 30
K during the most critical period. Moreover, the thermocouple-wise 𝑙2
norms confirm that the overall mismatch remains low over the full tem-
perature time history.

From a physical point of view, these results demonstrate that the 
PINN effectively incorporates the PDE describing heat conduction, as il-
lustrated by the 3D temperature fields in Fig. 5. The snapshots in Fig. 5 
shows how the maximum temperature region tracks the welding arc’s 
movement over time, forming a pronounced localized hotspot that grad-
ually shifts across the workpiece.

In each of the three time instances shown, the predicted temper-
ature distribution captures both the intense heating near the heat 
source and the resulting gradients that dissipate into the cooler solid 
regions. This phenomenon demonstrates the dynamic effects of heat 
advection and conduction: as the arc moves, fresh material is heated 
rapidly, while previously heated zones cool and blend with surrounding
temperatures.

Furthermore, the contours in Fig. 5 highlight the network’s ability to 
track the peak temperature and capture the steep temperature gradients 
around the heat source indicates a robust understanding of the welding 
process mechanics. This synergy between first-principles physics and 
data-driven learning allows the PINN to not only reproduce steady con-
duction aspects but also accurately model transient phenomena such as 
the rapid formation and dissipation of high-temperature regions, ulti-
mately demonstrating its suitability for predictive simulations of MIG 
welding.

To compare PINN predictions with experimental data, Fig. 6 presents 
hexbin plots of the PINN-predicted temperatures versus the experimen-
tally measured values at each thermocouple location (TC1 - Fig. 6a, TC2 
- Fig. 6b, TC3 - Fig. 6c, and TC4 - Fig. 6d). In all four plots, the di-
agonal dashed line represents the ideal 𝑦 = 𝑥 relationship, indicating 
good agreement between the predictions and the experimental mea-
surements. A large concentration of points around this diagonal demon-
strates that the PINN predictions closely match the measured tempera-
tures across a wide range, from roughly 300 K to about 700 K. The color 
scale in each plot reflects the local density of data points, highlighting 
regions where the PINN consistently achieves strong agreement with the 
experimental data.

From a physics-informed perspective, this close correspondence 
arises because the network is trained not only on experimental data but 
also on the governing PDE. The fact that the majority of points cluster 
along the diagonal line in each subplot implies that the PINN success-
fully captures these rapid temperature changes. Minor deviations from 
the diagonal, particularly at higher temperatures, may be attributed to 
local inhomogeneities in the weld pool, sensor noise, or small variations 
in welding parameters that are not explicitly modeled.

Incorporating labeled thermocouple measurements into the training 
process is critical for improving the model’s predictive performance. The 
sensor readings provide direct, high-confidence guidance that steers the 
PINN’s parameters toward the observed temperature trajectories, reduc-
ing discrepancies both near the peak-temperature interval and through-
out the subsequent cooling phase. In a strictly physics-only setting, the 
network is constrained only by the PDE residual and boundary condi-
tions, which may not fully account for local or experiment-specific ef-
fects, such as small fluctuations in travel speed, subtle spatial variability 
in material properties, or temporal variations in arc power. By combin-
ing sparse experimental measurements with the governing physics, the 
model learns a more resilient and realistic representation of the welding 
thermal response.

The strong agreement between predicted and experimental temper-
ature profiles at multiple locations, combined with low 𝓁2 norms and 
modest maximum errors, confirms that the network accurately cap-
tures the spatiotemporal heat transfer behavior induced by a mov-
ing arc. Moreover, the model’s success at reflecting complex ther-
mal gradients highlights the power of combining first-principles PDEs 
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Fig. 4. Comparison of PINN model predictions vs. experimental data [28] at each probe location.

Fig. 5. 3D temperature field of the PINN model at three different time points.

with data-driven corrections in welding simulations. This synergy be-
tween physical laws and empirical observations ultimately yields a 
more reliable and generalizable predictive tool for industrial welding
applications.

Table 3 summarizes a reproducible computational benchmark be-
tween our finite-volume solver (Welphys Thermal) and the proposed 
PINN-based surrogate (Welphys AI) for the same welding case and 
workstation. The FVM simulation required 17min 18 s to complete a 
full transient solve on a mesh of approximately 4.5 × 105 control vol-
umes with Δ𝑡 = 0.02 s, whereas the PINN converged in 14min 30 s on 
an NVIDIA RTX 4090, corresponding to an approximately 16% reduc-
tion in the one-time-to-solution for this setting. More importantly, the 
trained PINN enables millisecond-scale evaluation (< 10 ms per spatio-
temporal query), providing direct access to the temperature field at arbi-
trary points without rerunning a transient simulation. This yields a clear 
amortized computational advantage in workflows that require many re-
peated evaluations (i.e., such as parameter studies, uncertainty quan-
tification, optimization loops, or low-latency monitoring/digital-twin 
deployments) where repeatedly executing a FVM/FEM model becomes
impractical.

5.2.  Hyperparameter study

In order to assess the influence of hyperparameters on the PINN’s 
ability to predict temperature distributions in MIG welding, a system-
atic hyperparameter study was conducted. This study is crucial because 
the performance of PINNs is highly sensitive to hyperparameter choices, 
which can significantly affect convergence, stability, and the fidelity of 
temperature predictions. In our investigation, the parameters fixed dur-
ing the validation process will serve as a baseline, while other key hyper-
parameters will be varied systematically. Specifically, we will analyze 
the effect of the learning rate by testing values of 1 × 10−3, 5 × 10−4, and 
1 × 10−4; the effect of the epoch size by comparing training runs with 
50,000, 100,000, and 200,000 epochs; the effect of network width us-
ing architectures of [4, 50, 50, 1], [4, 100, 100, 1], and [4, 200, 200, 
1]; and the effect of network depth through architectures of [4, 50, 50, 
1], [4, 50, 50, 50, 1], and [4, 50, 50, 50, 50, 1]. By systematically vary-
ing these hyperparameters, we aim to identify the optimal configura-
tion that balances computational efficiency with predictive accuracy, 
thereby enhancing our understanding of how each parameter influences 
the underlying physics captured by the PINN model.
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Fig. 6. Hexbin plots comparing PINN-predicted temperatures with experimental measurements at thermocouple locations ((a)-TC1, (b)-TC2(c)-TC3(d)-TC4. The 
dashed diagonal line indicates the ideal 𝑦 = 𝑥 relationship.

Table 3 
Benchmark comparison between the in-house FVM solver (Welphys Thermal) and 
Welphys AI framework for the same welding case and workstation.
 Metric  Welphys Thermal  Welphys AI
 Hardware  CPU (Intel Core i9-14900k)  NVIDIA RTX 4090
 Model type  Full-order transient solver  Trained surrogate (PINN)
 Mesh ∼ 4.5 × 105 control volumes  Mesh-free (30k collocation points)
 Time step Δ𝑡 = 0.02 s  —
 ime to solution  17min 18 s  14min 30 s (training)
 Inference  Full re-run for new condition < 10 ms per spatio-temporal inference

5.2.1.  Effect of learning rate
The learning rate plays a critical role in training stability and conver-

gence speed for the PINN. We compared three learning rates (1 × 10−3, 
5 × 10−4, 1 × 10−4) while keeping other settings constant to assess their 
impact on model accuracy. Generally speaking, all three learning rates 
eventually allowed the PINN to learn the welding thermal profile, but 
with noticeable differences in convergence behavior (Fig. 7). The high-
est learning rate (1 × 10−3) led to the fastest initial decrease in training 
loss, rapidly fitting the dominant heating features, whereas the lowest 
rate (1 × 10−4) converged more gradually. The inclusion of a learning-
rate scheduler and gradient clipping in training was crucial here. For 
the 1 × 10−3 run (Fig. 7a), these mechanisms curbed instabilities and en-
sured smooth convergence despite the aggressive updates. In contrast, 
the smallest learning rate produced very stable but slow improvements 
in loss, requiring many iterations to reach the same error level. The 
intermediate rate (5 × 10−4 - Fig. 7b) showed a convergence rate be-
tween these extremes, but interestingly did not outperform the highest 
rate in final accuracy, suggesting it may have gotten stuck in a mild 
plateau before the scheduler could sufficiently reduce it. This indicates 

that an overly conservative learning rate can prolong training without 
guaranteeing better accuracy, while an initially high rate, if properly 
controlled, can quickly capture the solution’s coarse features and then 
refine them after scheduler-induced reductions.

Despite reaching low loss values in all cases, the choice of learning 
rate influenced how well the model captured the temperature dynam-
ics of the moving heat source. In MIG welding, each thermocouple sees 
a sharp temperature rise as the arc approaches and a rapid fall as it 
moves away. The PINN with a high learning rate adapted quickly to fit 
this steep temporal gradient, closely matching the timing and height 
of the heat pulse at the probe. The low learning rate model, by the 
end of the allotted epochs, had made steady progress but tended to 
slightly under-predict the peak temperature at the hottest location (TC1 
- Table 4), likely because it had not fully converged within the same 
training budget. Notably, the moderate learning rate (5 × 10−4) gave 
the largest error at TC1. The 𝑙2 error at this critical sensor was  7.16 K 
for 5 × 10−4, compared to  5.57 K for 1 × 10−3. This intermediate rate 
evidently did not optimize the network parameters as effectively for 
the high-gradient region, possibly because it was neither fast enough to 
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Fig. 7. Training loss of the PINN model for each learning rate.
Table 4 
Experimental [28] vs. PINN peak temperatures and error metrics at each learning rate (in K).
 Thermocouple  Learning rate  Experimental  PINN prediction 𝑙2 Error  Max. absolute error
 TC1 1 × 10−3  709.7  697.8  5.572  30.131

5 × 10−4  709.7  694.2  7.157  37.210
1 × 10−4  709.7  698.0  5.970  34.033

 TC2 1 × 10−3  605.6  610.4  4.357  17.126
5 × 10−4  605.6  609.7  4.459  18.970
1 × 10−4  605.6  611.0  4.667  19.509

 TC3 1 × 10−3  546.8  544.7  3.024  10.896
5 × 10−4  546.8  544.8  2.877  11.442
1 × 10−4  546.8  543.7  3.105  13.874

 TC4 1 × 10−3  501.4  498.2  3.442  13.765
5 × 10−4  501.4  498.8  3.633  12.225
1 × 10−4  501.4  497.6  3.411  14.973

quickly capture the peak during early training, nor slow enough to fine-
tune with many small updates, a dynamic that indicates the nonlinear 
effect of learning rate on convergence. By contrast, the highest learning 
rate model achieved the lowest error at TC1 (and also at TC2) among 
the three, indicating that it managed to learn the heat accumulation at 
the weld arc more accurately within the given epochs. All models, how-
ever, maintained reasonably low errors across the cooler thermocouples 
(TC3, TC4), with differences on the order of only a few tenths of a Kelvin 
in 𝑙2 error, suggesting that learning rate choice had a more pronounced 
impact on fitting the extreme thermal conditions than on the milder, 
diffusion-dominated regions.

The differences in predictive performance become evident when ex-
amining the temperature profile at TC1. Fig. 8 (based on TC1 data) 
shows that all three learning rates yield PINN predictions that follow 
the general experimental curve, a sharp rise to a peak of around 700 K 
followed by a cooling tail, but the alignment with the measured peak 
and the subsequent cooling trajectory varies. The 1 × 10−3 PINN tracks 
the thermocouple data most closely, peaking at nearly the correct tem-
perature and time, whereas the 5 × 10−4 case exhibits a slight lag and 
underestimation of the peak (its maximum absolute error at TC1 is  37 K, 
worse than the  30 K error with 1 × 10−3). The lowest learning rate 
1 × 10−4 also under-shoots the peak somewhat (max error  34 K at TC1), 
although its overall error is lower than the 5 × 10−4 case, implying that 
given more training iterations it would likely catch up. Importantly, all 
three runs capture the qualitative physics: a steep temperature gradient 
when the heat source is nearby and a gradual decay as heat dissipates 
into the workpiece. This is a testament to the PINN’s physics-informed 
foundation, even when training is not fully optimal, the governing PDE 
in the loss function constrains the solution to behave physically. The 
high learning rate model, benefiting from swift initial learning, con-
forms very well to the expected thermal response, while the low learn-
ing rate model demonstrates the same trend but with a mildly damped 
peak due to incomplete convergence. Meanwhile, the 5 × 10−4 model’s 
underperformance at the peak suggests that it may require either more 
epochs or a more aggressive reduction schedule to fine-tune the high-
temperature region.

Despite these small differences, it is worth noting that the PDE-driven 
training provided a strong regularization: none of the models exhibited 

Fig. 8. Comparison of PINN model predictions at varying learning rates with 
experimental data [28] at TC1 probe location.

non-physical behavior (such as oscillatory or divergent temperature pre-
dictions) even with the highest learning rate, thanks to the heat equation 
acting as a guide rail that keeps the solution physically plausible. The 
learning rate primarily affected how tightly the PINN fit the experimen-
tal data versus the PDE in the limited training time. Taken together, the 
study indicates that a relatively higher initial learning rate (on the order 
of 10−3) with proper scheduling is advantageous for this problem, as it 
swiftly captures the peak heat accumulation and associated steep gradi-
ents from the moving welding arc, whereas an overly low or moderate 
learning rate may leave some of these transient features under-fit by 
the end of training. The training time measurements reinforce this con-
clusion (Table 5): the 1 × 10−3 run actually finished slightly faster than 
the others (due to earlier achievement of loss plateaus and consequent 
learning rate reductions), highlighting that no significant penalty was 
paid in computational cost. Finally, tuning the learning rate is vital, it 
must be high enough to track the fast thermal dynamics of MIG welding, 
yet controlled enough to maintain stability.

5.2.2.  Effect of epoch size
The total number of training epochs was varied (50k, 100k, 200k) to 

evaluate how prolonged training influences convergence stability and 
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Fig. 9. Training loss of the PINN model for each epoch.

Table 5 
Training times for each different PINN 
learning rate configuration.
 Learning rate  Training time (s)
 0.001  846.27
 0.0005  880.28
 0.0001  881.11

the model’s ability to capture the full temporal heat cycle. As expected, 
more training epochs yield a lower final loss and improved fit to both 
the physics and data (Fig. 9). Extending the training from 50k to 200k 
epochs produced a monotonic decrease in the total loss, indicating that 
the PINN continued to refine its solution and better satisfy the governing 
heat equation and measurement constraints with additional iterations. 
However, the benefits of extra epochs showed diminishing returns be-
yond a certain point: the loss reduction curve flattened noticeably af-
ter  100k epochs. In practical terms, the model trained to 100k epochs 
was already very close to convergence, and pushing to 200k epochs re-
sulted in only marginal further loss improvement. This behavior sug-
gests that by 100k epochs the network had learned most of the un-
derlying solution structure, and further training primarily fine-tuned 
smaller details. The convergence trends were consistent and stable, no 
divergence or instability was observed even at 200k epochs, empha-
sizing that the PINN optimizer can steadily approach a physical solu-
tion given sufficient time. The enforcement of the PDE in the loss likely 
contributed to this stability, as it prevents the network from straying 
into unphysical function space regions and thus makes the long train-
ing process focus on genuine error reduction rather than oscillatory
adjustments.

Compared with the experimental data, most thermocouple locations 
saw error reductions when going from 50k to 100k to 200k epochs (Ta-
ble 6). For example, at TC4, the 𝑙2 error dropped from  3.98 K after 50k 
epochs to  3.05 K at 100k, and further to  2.28 K at 200k. This indicates 
a progressively better capture of the thermal propagation into the far 
reaches of the plate with more training, the PINN fine-tuned how the 
heat diffuses to distant points over time. Similarly, the largest tempera-
ture peak (at TC1) was captured more accurately with extended training: 
the maximum absolute error at TC1 decreased dramatically from about 
30.8 K with 50k epochs to 18.3 K with 200k epochs. The 𝑙2 error at 
TC1 improved from  5.47 K to 3.92 K over the same range. This means 
the model’s representation of the heat at the weld center became much 
closer to reality as training progressed. Interestingly, one sensor (TC2) 
did not follow the monotonic improvement trend: the 𝑙2 error at TC2 
was  3.91 K at 50k, which slightly increased to  4.16 K at 100k and 
4.22 K at 200k. This minor fluctuation (within about 0.3 K) is likely 
within the noise or uncertainty range, and might indicate that after ex-
tensive training the model redistributed error among locations (possibly 
focusing on reducing TC1 and TC4 error a bit at the expense of a tiny 
increase at TC2). Overall, the global accuracy trend was positive with 
more epochs, and no evidence of overfitting to the thermocouple data 
was observed even at 200k epochs. Thanks, in part, to the regularizing 

Fig. 10. Comparison of PINN model predictions at varying epoch sizes with 
experimental data [28] at TC1 probe location.

effect of the physical loss, the PINN did not start fitting spurious features 
but rather kept improving the physical fidelity of the solution.

A key aspect influenced by training duration is the temporal capture 
of the heat at each sensor (Fig. 10). With only 50k epochs, the PINN had 
learned the general shape of the temperature vs. time curve but small 
discrepancies were evident. For instance, the peak temperature at TC1 
was under-predicted (694.8 K vs 709.7 K actual) and the timing of the 
peak and cooldown may have been slightly offset. By increasing to 100k 
epochs, these discrepancies diminished: the TC1 peak prediction rose to 
700.0 K, much closer to the true value, and the overall curve alignment 
improved. At 200k epochs, the TC1 peak reached  704.2 K, just  5 K 
below of the experimental peak. The model effectively converged to 
the correct amplitude of the heat accumulation event with sufficient 
training. With limited training, the network may not perfectly balance 
the conduction rates in the model, but extended training ensures that the 
PDE constraint is satisfied more tightly, leading to the correct diffusion 
behavior.

While longer training clearly yields a more accurate model, it 
comes with significant computational cost (Table 7). The runtime scales 
roughly linearly with epoch count. Our simulations showed training 
times of  683 s for 50k epochs,  1724 s for 100k, and  2841 s for 200k on 
the given hardware. Thus, doubling the epochs from 50k to 100k nearly 
tripled the training time, and doubling again to 200k added another 
65% on top of that. From a practical standpoint, 100k epochs emerged as 
an excellent compromise between accuracy and efficiency. The model at 
100k epochs had already achieved a large portion of the accuracy gains 
(e.g. cutting TC1 peak error almost in half compared to 50k) while us-
ing  40% less computation time than the 200k-epoch model. In many 
engineering applications, such a trade-off is desirable: the slight accu-
racy sacrifice (on the order of a few Kelvin error in worst-case) might be 
acceptable if it saves a significant amount of training time. Moreover, 
the stability of the PINN solution at 100k was very good. The loss had 
leveled off, indicating the solution was near stationarity with respect 
to the optimization. Additional epochs mostly fine-tuned the solution 
to reduce the residual error. We also note that beyond a certain point, 
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Table 6 
Experimental [28] vs. PINN peak temperatures and error metrics by epoch (in K).
 Thermocouple  Epochs  Experimental  PINN prediction 𝑙2 Error  Max. absolute error
 TC1  50,000  709.7  694.8  5.473  30.827

 100,000  709.7  700.0  4.387  24.272
 200,000  709.7  704.2  3.920  18.282

 TC2  50,000  605.6  609.7  3.910  16.852
 100,000  605.6  611.3  4.161  19.525
 200,000  605.6  611.1  4.223  19.948

 TC3  50,000  546.8  544.5  2.991  10.927
 100,000  546.8  544.3  2.772  9.567
 200,000  546.8  543.9  2.311  9.696

 TC4  50,000  501.4  498.0  3.981  14.398
 100,000  501.4  497.5  3.049  11.503
 200,000  501.4  499.6  2.284  9.692

Table 7 
Training times for each different 
PINN epoch configuration.
 Epochs  Training time (s)
 50,000  683.18
 100,000  1724.17
 200,000  2841.06

continuing training risks encountering the limits of measurement noise 
or unmodeled physics: for example, the slight rise in TC2 error could be 
a sign that the model started to emphasize fitting the TC1 and TC4 data 
and the PDE residual so much that it slightly deviated at TC2, which 
might already be within experimental uncertainty. Thus, exceedingly 
long training might lead to diminishing or even negative returns if the 
model starts to chase noise. In our case 200k did not overfit in a classic 
sense, the model remained physically reasonable and accurate, but the 
improvement from 100k to 200k was minor. Therefore, for generaliza-
tion and efficiency, one might stop training around 100k once the loss 
curve flattens, relying on the physics prior to have guided the solution 
to a good optimum by that time.

5.2.3.  Effect of network width
The network width strongly affects the PINN’s capacity to approxi-

mate the complex temperature field in welding. In this sense, we inves-
tigated three architectures with increasing width: [4, 50, 50, 1], [4, 100, 
100, 1], and [4, 200, 200, 1] (all with two hidden layers of the specified 
neuron count - Fig. 11). Intuitively, a wider network can represent more 
complex functions, which is important for capturing the sharp thermal 
gradients and localized heating in this problem. The MIG welding tem-
perature field has steep, high-temperature regions near the moving arc 
and more gradual variations further away; an under-parameterized net-
work may smooth out or miss some of these features. Our results indeed 
show that increasing the width significantly improves the model’s ac-
curacy up to a point. Expanding each layer from 50 to 100 neurons 
produced a dramatic drop in error across all thermocouple signals, indi-
cating that the 50-neuron network lacked sufficient complexity for this 
task (Table 8). For instance, the 𝑙2 error at TC1 (the sensor nearest the 
weld path) was reduced from  10.69 K with 50 neurons to  5.48 K with 
100 neurons, nearly a 50% reduction. Similar large improvements were 
seen at other probes (TC2-TC4) when going to 100 neurons, confirming 
that the 50-wide network was under-fitting the temperature distribu-
tion. This under-fitting is especially pronounced in regions with steep 
thermal gradients: the 50-neuron model could not fully capture the ex-
tremely localized heat input of the arc, resulting in higher errors partic-
ularly around the weld area and moments of peak heating. By contrast, 
the 100-neuron model had enough representational power to approxi-
mate the rapid temperature rise and fall more faithfully, as well as the 
spatial temperature gradients emanating from the weld line.

Pushing the width further from 100 to 200 neurons per layer yielded 
surprisingly minimal gains. The total loss did decrease slightly and the 
TC1 error marginally improved (from 5.48 K to 5.36 K in 𝑙2), but this 
difference is very small. In some cases, the 200-neuron network even 
performed a bit worse at certain locations: for example, the 𝑙2 error at 
TC2 increased from 4.23 K with 100 neurons to about 4.58 K with 200 
neurons. These differences are minor (on the order of a few tenths of 
a Kelvin), but they suggest that simply adding more neurons beyond a 
moderate width doesn’t necessarily improve the PINN’s ability to model 
the welding physics. It may even introduce slight overfitting or unnec-
essary complexity that manifests as local performance fluctuations. Es-
sentially, once the network was wide enough to capture the primary 
features of the solution (100 neurons was sufficient here), extra width 
gave diminishing returns. The 100-neuron architecture already had the 
capacity to represent the steep temperature gradients and the smooth 
diffusion tails, so doubling the neuron count only marginally improved 
the fit at the hottest spot (TC1) and did not uniformly improve all ar-
eas of the solution (Fig. 12). This is a common scenario in function 
approximation: beyond a certain model complexity, the error is domi-
nated by factors like data noise or optimization limits, not the expressive 
power of the network. In our PINN, the physics prior further discour-
ages overly complex or non-physical functions, so an excessively wide 
network might be slightly harder to train optimally (more parameters to 
adjust under the same loss constraints) and could focus on tiny residual 
errors that are not crucial, hence the slight degradation at TC2 when 
using 200 neurons.

The influence of width is particularly evident in how well the model 
assimilated the TC1 thermocouple data, which reflect the highest tem-
perature and most rapid changes. A narrower network (50 neurons) 
struggled to fit the peak temperature at TC1, predicting a maximum 
temperature of only  692.5 K at that location. This is about 17 K lower 
than the experimental peak of 709.7 K, a clear underestimation of the 
heat accumulation. With 100 neurons, the PINN’s predicted peak at TC1 
rose to  694.0 K, and with 200 neurons it increased further to  698.2 K. 
Thus, increasing width closed the gap between predicted and measured 
peak temperature, an indication that the heat accumulation near the 
weld arc is better captured by a higher-capacity model. The maximum 
error at TC1 correspondingly dropped from a high  39 K (50 neurons) 
to  30.7 K (100 neurons) and  26.5 K (200 neurons). In practical terms, 
the 50-neuron network likely produced a smoother, flatter temperature 
profile at TC1 (unable to reach the true peak), whereas the 100-neuron 
network could form a sharper temperature spike, much closer to the ac-
tual thermocouple reading. The 200-neuron network sharpened this a 
bit more, but by that point the model was only about 1.5 K better in 𝑙2
error at TC1 than the 100-neuron case. This confirms that the majority of 
the improvement came from correcting the gross underestimation that 
the narrow network had. The ability to fit the steep temperature gradient 
at the moment the arc passes (which causes the rapid  400 K rise at TC1) 
was significantly enhanced by going to 100 neurons. Notably, even the 
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Fig. 11. Training loss of the PINN model for each neuron size.

Table 8 
Experimental [28] vs. PINN peak temperatures and error metrics by neuron count (in K).
 Thermocouple  Neurons  Experimental  PINN prediction 𝑙2 Error  Max. absolute error
 TC1  50  709.7  692.5  10.691  39.001

 100  709.7  694.0  5.484  30.728
 200  709.7  698.2  5.362  26.482

 TC2  50  605.6  611.1  7.730  21.157
 100  605.6  611.0  4.232  18.995
 200  605.6  612.4  4.580  19.573

 TC3  50  546.8  546.6  5.541  16.082
 100  546.8  545.7  3.282  10.503
 200  546.8  545.2  2.738  11.712

 TC4  50  501.4  497.7  4.951  16.249
 100  501.4  497.2  3.884  13.537
 200  501.4  498.0  2.750  13.155

Fig. 12. Comparison of PINN model predictions at varying neuron sizes with 
experimental data [28] at TC1 probe location.

far-field thermocouple TC4 saw its 𝑙2 error drop from  4.95 K to  3.88 K 
when increasing width from 50 to 100, showing that the wider network 
also improved the modeling of cooler, diffusion-dominated regions. This 
suggests that the additional neurons helped in all aspects: the network 
could allocate some capacity to accurately capturing the intense local 
heating and some to capturing the broader conductive heat spread.

From a physics standpoint, capturing thermal diffusion gradients and 
sharp spatial temperature changes requires sufficient function complex-
ity. The weld process creates a very localized high-temperature zone 
and steep spatial gradients near the arc. The 50-neuron PINN was too 
simplistic to represent the full steepness of these gradients, resulting in 
larger errors especially during the peak heating period. By contrast, the 
100-neuron PINN managed to learn the steep temperature distribution 
around the weld pool. For example, it could more precisely capture how 
the temperature drops off within a few millimeters from the arc. This 
is reflected in its lower errors and the fact that the predicted hotspot 
traveled and decayed in a way much closer to the experimental data. 
The wider networks also better honored the physics of heat conduction 
in that they could model a very high gradient near the heat source and 

Table 9 
Training times for each different PINN 
neuron configuration.
 Neurons  Training time (s)
 50  829.73
 100  1013.25
 200  1366.26

simultaneously maintain smooth, physically plausible transitions to the 
cooler regions.

Considering both accuracy and efficiency, 100 neurons per layer is 
the optimal width for this PINN model under our conditions. The 50-
neuron network was clearly under-capacity, and the 200-neuron net-
work yielded negligible accuracy gains for a substantial increase in com-
putational cost (Table 9). Training times rose from  830 s at 50 neurons 
to  1013 s at 100 neurons, and further to  1366 s at 200 neurons. The 
jump from 100 to 200 neurons increased training time by  35% for only 
a very slight error reduction. In contrast, going from 50 to 100 neu-
rons increased training time by  22% but cut errors almost in half, a 
very worthwhile trade-off. The results highlight an important princi-
ple: one should choose a network width that is just sufficient to model 
the complexity of the physics at hand. In our case, once the network 
was wide enough to represent the multi-modal temperature field (which 
includes both sharp peaks and smooth backgrounds), making it wider 
yielded no significant new insights. The PDE enforcement in the PINN 
inherently guides the network towards physically consistent solutions, 
so a moderate-size network can already excel if it aligns well with the 
underlying physics. Excessive width, on the other hand, may lead to 
redundancy and slight overfitting of minor details. Therefore, for this 
welding application, [4, 100, 100, 1] can be considered an efficient and 
effective architecture, balancing the need to resolve steep thermal gra-
dients and trailing diffusion tails against the desire for shorter training
times.
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Fig. 13. Training loss of the PINN model for each hidden layer.

5.2.4.  Effect of network depth
Finally, we examined the effect of network depth by varying the 

number of hidden layers in the PINN architecture. Three configurations 
were tested: two hidden layers ([4, 50, 50, 1]), three hidden layers ([4, 
50, 50, 50, 1]), and four hidden layers ([4, 50, 50, 50, 50, 1]), keeping 
the neuron count per layer at 50 for a fair comparison. Deeper networks 
can, in principle, learn more hierarchical features of the solution, which 
is pertinent for modeling multiscale thermal phenomena. In the con-
text of MIG welding, the temperature field indeed exhibits multi-scale 
characteristics: there is a highly localized, rapid heating at the weld arc 
superimposed on a broader, slower evolving heat distribution as heat 
conducts through the workpiece. A shallow network might have diffi-
culty capturing these disparate scales simultaneously, whereas a deeper 
network might dedicate different layers to different scales or complex-
ities of the function (for example, some layers could learn the coarse 
background temperature rise, and others the fine details of the peak 
and its immediate decay). Our findings support this intuition, increas-
ing the depth greatly improved the PINN’s accuracy up to three hidden 
layers, after which gains plateaued (Fig. 13).

There was a significant jump in accuracy from 2 layers to 3 layers, 
demonstrating the value of additional depth (Table 10). The 2-hidden-
layer network (which, recall, had 50 neurons per layer) had the highest 
errors, comparable to the 50-wide network discussed earlier. For in-
stance, it had an 𝑙2 error of 10.69 K at TC1, indicating considerable mis-
match at the peak. When a third hidden layer was added (3 layers of 50), 
the PINN’s errors dropped sharply across all thermocouples. The TC1 𝑙2
error fell to 5.85 K (from 10.69 K), nearly identical to the error achieved 
by the much wider 100-neuron network, showing that increasing depth 
can be as effective as increasing width for capturing complex behavior. 
All sensors saw improved predictions: the 3-layer model clearly learned 
the welding heat distribution much better than the 2-layer model. This 
suggests that the 2-layer network was not expressive enough in depth 
to capture the temporal or spatial complexity of the solution - likely it 
struggled with the simultaneous representation of the sharp near-field 
temperature spike and the smooth far-field conduction profile. The third 
layer gave the network additional degrees of freedom to shape the func-
tion, yielding a solution that fits both the steep gradients and the diffuse 
regions more accurately. In terms of training dynamics, the deeper net-
works achieved lower final losses than the shallow one, which implies 
they found a better optimum in satisfying the PDE and data. This aligns 
with theory: extra layers allow the network to untangle complex map-
pings more effectively and can help navigate the optimization landscape 
by breaking the problem into more intermediate transformations.

Going from 3 hidden layers to 4 hidden layers yielded smaller, in-
cremental benefits. The 4-layer network did perform slightly better on 
some metrics. For example, it further reduced the 𝑙2 error at TC1 from 
5.85 K to 5.6 K, and notably improved predictions for thermocouples 
farther from the weld. The result highlights that adding the fourth layer 
provided further improvements especially for TC3 and TC4 (the far-field 
probes) which experience more diffuse thermal fields. In other words, 
the deepest network was marginally better at capturing the broad, low-
gradient temperature distribution away from the arc. This makes sense: 

the far-field temperature rises only a little (i.e., hundreds of degrees 
lower than the weld pool) and is influenced by cumulative conduction 
over time. A deeper network might capture such long-range diffusion 
effects more accurately, perhaps by dedicating part of the network to 
modeling the slowly varying background temperature increase. The 3-
layer network was already quite good, but the 4-layer network refined 
those diffuse predictions further, bringing, say, TC4’s error down by a 
small amount. However, the improvements in the near-field (e.g., TC1, 
TC2) were very slight with the fourth layer, indicating that three lay-
ers were already sufficient to model the highly localized phenomena. 
This diminishing return with depth mirrors what we saw with extreme 
width. Once the network has enough complexity to handle the key fea-
tures, extra complexity yields only minor gains. It’s also worth noting 
that extremely deep networks can be harder to train due to vanishing 
gradients or getting stuck in local minima, although in our case the dif-
ference between 3 and 4 layers in training convergence was not dramatic 
(both converged to low losses, Fig. 13). We did observe an anomaly in 
recorded training times: the 4-layer network trained in slightly less time 
than the 3-layer, which is likely due to run-to-run variance rather than 
an inherent advantage. Typically, more layers would mean more param-
eters and thus longer training for the same number of epochs. In any 
case, the optimization landscape did not seem to pose insurmountable 
issues for the deeper networks. They successfully converged to lower 
losses than the shallow network, confirming that depth was a help, not 
a hindrance, in this physics-informed learning scenario.

The benefits of increased depth can be interpreted through the lens 
of multiscale thermal phenomena. MIG welding involves a moving heat 
source (providing a sort of advective heat transport) and heat dissipation 
through conduction (a diffusive process). These two aspects occur at dif-
ferent scales: the arc introduces very rapid, localized temperature spikes, 
while diffusion causes a slower, broader spread of heat. A deeper PINN 
appears to handle this composite behavior more adeptly. We can sur-
mise that the network’s first few layers learn to approximate smoother 
components of the solution (e.g., the overall rise of the plate’s tempera-
ture field as it is heated over time), while subsequent layers capture finer 
details (e.g., the sharp temperature rise right under the arc and the steep 
gradient at the edge of the weld pool). In effect, additional layers pro-
vide a form of functional refinement or hierarchical feature learning, 
where the PINN builds the solution progressively, a coarse approxima-
tion in early layers, with later layers adding corrections that account for 
high-frequency or highly localized features. The result is a closer match 
to the true temperature field at all scales. The evidence of this is seen in 
the fact that the 4-layer network best captured the diffuse thermal tails, 
without compromising the accuracy of the near-field peak. Likewise, 
the 3-layer network was a big step up in capturing the intense, rapid 
thermal cycles at the weld (reducing peak errors drastically), which the 
2-layer network had trouble with. Essentially, depth gave the PINN the 
flexibility to simultaneously satisfy the heat equation globally and the 
local data trends. It could fit the rapid temperature changes induced by 
the moving arc and the smooth cooling trends governed by conduction. 
This is particularly important for trailing thermal gradients behind the 
heat source: as the weld arc moves on, it leaves behind a hot region that 
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Table 10 
Combined results: experimental vs. PINN peak temperatures and error metrics by number of hidden 
layers (in K).
 Thermocouple  Hidden layers  Experimental  PINN prediction 𝑙2 Error  Max. absolute error
 TC1  2  709.7  692.5  10.691  39.001

 3  709.7  710.2  5.854  27.500
 4  709.7  714.3  5.676  35.090

 TC2  2  605.6  611.1  7.730  21.157
 3  605.6  612.4  5.352  21.699
 4  605.6  612.3  5.009  22.641

 TC3  2  546.8  546.6  5.541  16.082
 3  546.8  544.6  2.851  8.688
 4  546.8  545.4  2.317  9.577

 TC4  2  501.4  497.7  4.951  16.249
 3  501.4  499.2  2.475  10.938
 4  501.4  500.0  2.097  9.464

Fig. 14. Comparison of PINN model predictions at varying hidden layers with 
experimental data [28] at TC1 probe location.

cools and merges with the surrounding cooler material. A deeper net-
work can represent this process (fast drop near the weld, slow diffusion 
into the far zone) with greater fidelity. In contrast, a shallow network 
tends to represent only an average behavior and might blur the distinc-
tion between the immediate post-arc cooling and the far-field baseline, 
leading to larger errors either at the peak or in the tail (Fig. 14). The 
deeper networks, by virtue of their additional layers, better captured 
these multi-temporal dynamics. A conclusion supported by their lower 
errors and the observation that deeper models attained lower PDE resid-
uals (indicating they satisfied both fast and slow dynamics of the PDE 
more closely).

When weighing the accuracy gains against complexity, the 3-layer 
network emerges as the most prudent choice. It provided a major im-
provement over the 2-layer model for a moderate increase in training 
time (from  786 s to  1249 s, roughly 60% more - Table 11). The 4-layer 
model was only marginally more accurate while being more complex 
and computationally heavier (training time  1180 s, on par with 3-layer). 
The slight improvement with the fourth layer may not justify the added 
complexity for most applications, as noted in our results. Therefore, un-
less one needs the absolute lowest possible error and is willing to accept 
diminishing returns, a 3-hidden-layer PINN (with a suitable width like 
100 neurons) is recommended for capturing the welding thermal behav-
ior. This architecture strikes a good balance: it is deep enough to model 
the advective heat transport and diffusive heat spreading effectively, but 
shallow enough to train efficiently and avoid overfitting. It’s remarkable 
that the 2-layer network, despite its higher errors, still learned the basic 
phenomena, which again is due to the physics-based loss keeping it in 
check. Yet, quantitatively, it could not match the measurements closely. 
The lack of depth meant it had to compromise, perhaps smoothing out 
peaks or misaligning timing slightly. By adding a third layer, the PINN 

Table 11 
Training times for each different PINN hid-
den layer configuration.
 Hidden layers  Training time (s)
 2  786.35
 3  1248.62
 4  1179.75

no longer had to compromise; it could meet the multiple demands of 
the problem (initial conditions, boundary conditions, PDE, and data at 
four locations) much more adeptly. The outcome is a model that gener-
alizes well across the entire domain: it not only fits the training thermo-
couple data but also respects the physics everywhere, yielding accurate 
temperature predictions even at points and times where no data were 
directly given. This reflects the guiding role of PDE enforcement in gen-
eralization, with adequate network depth and width, the PINN finds a 
solution that lies at the intersection of data and physics, ensuring re-
alistic behavior even in between data points. In conclusion, depth is a 
powerful hyperparameter for PINNs in welding simulations: increasing 
it to a moderate level (3 layers) greatly enhances the model’s ability to 
capture the multiscale thermal phenomena, while excessive depth re-
turns less benefit. The chosen 3-layer, 100-neuron architecture with a 
well-tuned learning rate and sufficient epochs was ultimately able to re-
liably reproduce the complex 3D transient temperature field of the MIG 
welding process, validating the efficacy of the hyperparameter choices 
in guiding the PINN toward the true physical solution.

6.  Discussion and guidelines for use PINN to predict thermal 
behavior in MIG/MAG welding

The successful training of the PINN, evidenced by the low final 
loss values and accurate temperature predictions, demonstrates the net-
work’s ability to learn a continuous spatiotemporal solution of the gov-
erning transient heat-conduction equation with a moving heat source. 
Importantly, this physics-constrained formulation yields a differentiable 
surrogate that preserves physical consistency while avoiding traditional 
time-stepping and mesh-based spatial discretization.

Beyond reproducing the temperature field, the scientific and engi-
neering value of the proposed framework lies in what this differentiable, 
mesh-free surrogate enables relative to existing high-fidelity solvers. 
First, the validated model required 14min and 30 s of training on a 
single high-end GPU, after which evaluations at new spatiotemporal 
points are effectively instantaneous (millisecond-scale per inference). 
In contrast, the 3D transient FVM simulations required 17min and 18 s, 
and coupled thermo-mechanical models can take substantially longer. 
This shift, from 17min and 18 s per run to milliseconds per inference 
after a one-time training cost, changes the feasible workflow: instead 
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of running a small number of expensive simulations, practitioners can 
perform large numbers of model evaluations, enabling design-space ex-
ploration, uncertainty quantification, and iterative optimization under 
practical time constraints. In addition, because the PINN output is dif-
ferentiable with respect to inputs (space, time, and process parameters 
when included), it can be integrated into gradient-based optimization 
or control pipelines, which is generally nontrivial with conventional 
FEM/FVM simulations.

From an engineering point of view, this capability directly supports 
Industry 4.0 use cases where latency and throughput are critical. For 
example, the millisecond inference time makes it feasible to deploy the 
trained model for real-time prediction of peak temperature during weld-
ing, using streaming sensor inputs (e.g., travel speed, power, and torch 
position) to update thermal predictions on-the-fly. Such low-latency 
prediction is a prerequisite for closed-loop control, where parameters 
are adjusted during the process to maintain a target thermal cycle, an 
approach that is computationally impractical if each update requires 
launching a full 3D transient FEM/FVM solve. Moreover, by enabling 
rapid virtual trials, the framework can reduce the number of physical 
experiments required during procedure qualification and parameter tun-
ing, lowering material, labor, and machine-time costs while accelerating 
development cycles.

Importantly, the developed framework has several direct applica-
tions for manufacturing professionals:

• Real-time process optimization and closed-loop control: Because 
inference is fast enough to run at or near process time scales, the 
trained PINN can be integrated into a supervisory controller to pre-
dict thermal metrics (e.g., peak temperature, cooling rate, or a proxy 
for HAZ width) and adjust welding power or travel speed in real 
time to track a desired thermal cycle. This enables adaptive welding 
strategies that are not practical with conventional FEM/FVM due to 
latency.

• Rapid virtual trials for cost reduction: A welding engineer can 
use the surrogate to simulate large batches of “what-if” scenarios 
(e.g., varying travel speed, power input, or heat-source parameters) 
to screen parameter ranges before committing to experiments. This 
reduces the number of physical trials needed to achieve acceptable 
HAZ size and thermal histories, lowering consumable usage and min-
imizing machine downtime.

• Surrogate-assisted parameter optimization: The combination of 
fast evaluation and differentiability makes the model suitable for 
embedding in optimization loops (e.g., gradient-based methods 
or evolutionary algorithms) to automatically identify parameters 
that minimize peak temperatures, control cooling rates, or meet 
constraints tied to microstructure and residual stress outcomes.
Compared with FEM-driven optimization, the proposed approach 
can reduce the time-to-solution by enabling orders-of-magnitude 
more objective evaluations within a fixed time budget.

• Foundation for digital twin integration: This work provides a 
physics-consistent thermal core that can be coupled with online sens-
ing and higher-level decision layers in a digital twin. The low compu-
tational footprint supports deployment on edge/near-edge hardware 
for monitoring and prediction, while the continuous field represen-
tation supports downstream coupling to microstructure or distortion 
models and supports data assimilation workflows.
Overall, the proposed PINN framework is not intended to replace 

high-fidelity FEM/FVM for all analyses; rather, its value is as a fast, 
physics-consistent, and differentiable surrogate that enables workflows, 
real-time control, high-throughput optimization, and digital-twin de-
ployment, that are difficult or infeasible with conventional solvers alone.

An important observation for interpretation is that the present for-
mulation solves a conduction-dominated thermal model with an effec-
tive moving volumetric heat source. Therefore, while it is well suited 
for predicting temperature histories and derived thermal-cycle metrics 
(e.g., peak temperature, cooling rate, etc), it does not explicitly resolve 

weld-pool fluid flow, latent heat effects, or keyhole dynamics. As a con-
sequence, applications that require accurate prediction of fusion-zone 
geometry or deep penetration across wide thickness ranges may require 
(i) an enriched physics model (e.g., enthalpy-based phase change and/or 
transport effects) and/or (ii) a more expressive heat-source representa-
tion tailored to through-thickness power deposition. These extensions 
are natural directions for future work and should be considered when 
deploying the framework beyond the validated regime.

7.  Conclusion

This study addressed the persistent challenge of creating a computa-
tionally efficient yet physically accurate method for simulating the 3D 
thermal dynamics of MIG welding. A novel framework based on Physics-
Informed Neural Networks was successfully developed and validated. 
The framework accurately predicts transient thermal histories, achiev-
ing 𝑙2 errors as low as 2.28 K when validated against experimental data. 
This high level of accuracy is achieved with a computational time of 
approximately 14 min, representing a significant speedup over conven-
tional simulation methods. A systematic hyperparameter study provided 
insightful information about the convergence, stability, and fidelity of 
the MIG temperature predictions. This work demonstrates the potential 
of PINNs to serve as a powerful tool in digital manufacturing, enabling 
rapid process design, optimization, and providing a foundation for the 
development of real-time digital twins for complex manufacturing pro-
cesses like welding.

A natural extension of the present work is to enrich the PINN with 
additional physics by incorporating temperature-dependent properties 
and phase change directly in the PDE residual, e.g., via an enthalpy 
formulation. This should improve accuracy in high-temperature regions 
and near the fusion boundary. The framework is well suited to inverse 
problems: using sparse temperature data (thermocouples, pyrometry) 
to infer uncertain parameters such as heat-source efficiency, absorptiv-
ity, or convective coefficients. Treating these as trainable parameters 
enables joint state-parameter estimation, reducing experimental burden 
while improving fidelity.

Finally, coupling the transient thermal model with solid mechanics 
(thermal strains and, where appropriate, elastoplasticity) would allow 
prediction of residual stresses, distortions, and dimensional tolerances. 
Such a thermo-mechanical extension would provide a unified, efficient 
tool linking pool morphology to final stress state and weld quality.
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